ITU-TS Study Group 13�Geneva – 29 April - 10 May 1996

Source : Rapporteur on Question 8/13

Title : I.371 living list

�Living list structure and procedures

�The following living list structure and procedures are agreed to further enhance the I.371 recommendation on Traffic Control and Congestion Control by focusing the attention on outstanding issues to be addressed by contributions and by structuring discussions within SG 13 expert meetings.

1	Structure

A. List of Items

. Title of item

B. Description of each item

- Title

- Current text of the Recommendation relevant to the issue

- Description of the problem and of possible solutions

- List of documents addressing the issue

- Intermediate agreements

- Propositions	Status

2	Status of propositions

U- Under study

P- Provisionally agreed

I- Intermediate agreement

F- Frozen

3	Procedures

-	Insertion of an issue into the Living List is generally based on contributions and requires a general agreement that the issue is important for further consideration within Question 8/13 discussions.

-	A proposition is a draft elaborating a still non-agreed solution for the issue, if any.

-	Propositions should include texts conforming to the recommendation structure and provide for enhancements/ modifications of the relevant parts of the recommendation.

-	An issue is deleted from the Living List if no contributions addressing the issue have been provided at the next two subsequent SG 13/2 expert meetings.

-	Intermediate agreements I contain agreements, the impact of which on I.371 has not yet been clarified or drafted in the form of modifications to the recommendation.

-	Transition U to P automatically happens at the next meeting if there is a general agreement on the solution proposed in the form of modifications to the current text of I.371 and if no contradicting contribution is provided.

-	Transition P to I or F automatically happens at the next SG 13/2 expert meeting if no contribution contradicts the provisionally agreed text.

-	Transition P to U happens when contradicting contributions are provided at the next meeting and no agreement is achieved ; if an agreement is however confirmed, the issue remains under status P until the next meeting.

-	Frozen texts are inserted in the updated version of the recommendation.

4	Operational rules

-	All proposed modifications to I.371 should be made available to the ITU-T meetings in a PC compatible electronic version (preferably Winword 2.0 or 6.0 for texts- Designer 2.0 for figures).

�The following Question 8/13 living list refers to the Recommendation I.371

List of items

0 - Standing agreements

1 - Conformance definitions for ABT and ABR

2 - Characterization of multiplexing schemes and of the relevant traffic parameters

3 - New ATCs, ATC comparison, ATC suitability to applications, ATC test suite

4 - Fairness for Traffic Control

5 - Service Type

6 - Impact of the superposition of two Traffic Contracts

7 - Generic description of ATM Transfer Capabilities

8 - Applicability of ATCs to applications

9 - Unspecified bit rate (UBR)

10 - Frame discard

11 - Source, destination and network reference behaviours

12 - Multiplexing and interaction of ATCs

13 - ATM ATC support of bursty elastic applications

14 - Algorithm A for ABR

X - Vocabulary

0 - Standing agreements

Conformance definition, relationship to UPC/NPC and to measurement, performance commitments in case of traffic in excess	frozen

–	Q.8/13 specifies the definition of conformance. Given the definition of conformance, Q.16/13 defines the measurement process. However, it is highlighted that a conformance definition that cannot be supported by a measurement process that upperbounds the evaluation of network degradation within realistic margins is useless.

Explicit Backward Congestion Notification	frozen

If Explicit Backward Congestion Notification (EBCN) is to be used, it should use Resource Management cells as described in Section 4.1/I.371.

Use of GFC bits for EBCN is for further study.

1 – Conformance definitions for ABT and ABR

Text in Annex 1.A to the terms of reference of the Rapporteur's meeting on conformance definitions for ABT and ABR will be reinserted into the living list with the status "provisionally agreed" if no agreement is reached at that Rapporteur's meeting.

2 – Characterization of multiplexing schemes and of the relevant traffic parameters

Current text of the Recommendation

Section 5 of I.371.

Description of the problem

Multiplexing schemes should be simultaneously supported in an ATM network. Any new multiplexing scheme may require additional traffic parameters and procedures to be standardized. Any statistical multiplexing approach should address the following issues and be tested against a number of desirable criteria :

�\SYMBOL 183 \f "Symbol" \s 10 \h�	Description of the multiplexing scheme

�\SYMBOL 183 \f "Symbol" \s 10 \h�	Evaluation of the multiplexing scheme

�\SYMBOL 183 \f "Symbol" \s 10 \h�	Response times required

�\SYMBOL 183 \f "Symbol" \s 10 \h�	Evaluation of the efficiency for network utilization

�\SYMBOL 183 \f "Symbol" \s 10 \h�	Impact on Network Performance

�\SYMBOL 183 \f "Symbol" \s 10 \h�	Required traffic procedures and parameters

�\SYMBOL 183 \f "Symbol" \s 10 \h�	Resource allocation

-	Existence of a simple resource allocation scheme.

�\SYMBOL 183 \f "Symbol" \s 10 \h�	Robustness and enforcement of the traffic parameters

-	The network should not have to depend on correct implementation of the user's hardware or software. Heterogeneity of control algorithms will not cause disruption of service for other users.

-	Protection against malicious/faulty end stations.

-	Intrinsic control of QoS (without reliance on external equipment) ??

�\SYMBOL 183 \f "Symbol" \s 10 \h�	Assessment of hardware implications and complexity

-	Initial cost to implement (should be low??)

-	Existence of low complexity implementation

-	Impact on installed base (existing equipment) ?

�\SYMBOL 183 \f "Symbol" \s 10 \h�	Items relevant for standardization

For all statistical multiplexing schemes there is always a trade-off between what is saved in network resource and what is spent in implementation. The requirement is that the statistical multiplexing scheme implementation would produce overall cost savings over a network where only Peak Cell Rate and guaranteed bandwidth is provided.

Moreover, any approach implying a feedback mechanism should be tested against a number of additional desirable criteria, such as:

�\SYMBOL 183 \f "Symbol" \s 10 \h�	Time-Scale Invariance

-	The feedback mechanism should not have any intrinsic time scales. The mechanism should scale with network and server rates.

�\SYMBOL 183 \f "Symbol" \s 10 \h�	Stability

-	The calculations of the control loop actually converge to steady state; in particular, for step changes in offered load or available bandwidth, only limited and converging oscillations should occur in per-connection carried load and in link utilisations.

�\SYMBOL 183 \f "Symbol" \s 10 \h�	Fairness 

-	No connection should be arbitrarily discriminated against and no connection should be arbitrarily favoured, although resources may be allocated according to a defined policy.

��\SYMBOL 183 \f "Symbol" \s 10 \h�	Coexistence

-	Protection of guaranteed traffic.

-	Coexistence with other traffic management policies.

Agreements	frozen

Any decision on procedures or parameters requires that all the study items listed above are addressed appropriately prior to the decision.

�SYMBOL 183 \f "Symbol" \s 10 \h�	ATM Transfer Capabilities to support statistical multiplexing	frozen

-	The following objectives are set for future work on ATM Transfer Capabilities to support statistical multiplexing :

.	Functions, parameters, primitives, formats, etc., that will be agreed upon as standardized items to support a given Transfer Capability will be incorporated in the body of the Recommendation.

.	A reference behaviour for a user (i.e. for a source) will be inserted as an annex to the Recommendation ; this can be considered as a conformance definition for the Transfer Capability, in the sense that a source behaving itself according to that reference will experience network QOS commitments.

.	Requirements to be met for inclusion in I.371 of a Transfer Capability and of corresponding parameters, conformance definitions and traffic controls are agreed upon in I.371 Living List. Examples of a reference behaviour of the network (model of network elements supporting the Transfer Capability) will be provided in an appendix in order to demonstrate that the requirements can be met by network protocols that support that particular Transfer Capability.

.	Robustness is reconfirmed as a fundamental requirement for any new ATM Transfer Capability : the network has to be protected against misbehaviour of any source and should never rely on a correct implementation of the reference behaviour at the source.

-	Standardization will decouple the Transfer Capability made available at a given interface (e.g. ABR), the reference source and network behaviours, which are intended to be standardized, from a possible number of behaviours and mechanisms suitable for the service.

-	At the SB reference point, at the UNI and at Inter-Network NNIs, there should be only one set of primitives, one Protocol Identifier, one cell format and one semantic value for the fields (i.e. one interpretation in the service model) to support a given ATM Transfer Capability.

-	Within an operator's domain, the protocol to support a given Transfer Capability is not intended to be standardized. There may be more than one protocol. Such protocols may use different Protocol IDs and different cell formats within the operator domain. It is up to mutual agreements to make these protocols available at the UNI and at the NNI.

-	A given RM cell format may support different Transfer Capabilities ; commonality is agreed upon as an objective to prevent from standardizing and implementing a number of slightly different cell formats. RM cell fields will in such cases support the same information types (e.g. a rate, a buffer size, a tolerance), although the semantic value of such information may differ from one Transfer Capability to another (e.g. PCR and CDV Tolerance, SCR and IBR).

-	Length and coding of RM cell fields should be done in order to allow for fast processing of RM cells, i.e. on the time scale of a single cell time. Coding should allow for easy conversion to and from computational format.

3 – New ATCs, ATC comparison, ATC suitability to applications, ATC test suite

		under study

Different ATCs may be used to support a given application. For a certain defined and parameterised application, it can be assessed how the application can be supported by any of the existing ATCs. Then, a comparison can be made between the different ATCs. The parameters for each ATC should be set to values that satisfy the application. In such a way, the ‘suitability’ of each ATC can be assessed. The concept of suitability of an ATC for a particular application is here loosely defined as the network efficiency that can be achieved using the source and ATC parameters mentioned above. From such an assessment, conclusions may be drawn about which ATCs are best suited to support a given application. Following such an approach for different applications, different outcomes are to be expected depending on the application. The end result of such an exercise would be an overview of which ATCs are best suited for which applications and the sensitivity for selecting an alternative ATC for the applications.

It may appear that some applications can not be supported optimally by any of the existing ATCs. At present, there is some concern that applications that are referred to as ‘computer communications’ or as ‘bursty data communications’ [�REF cite_rfc1633 \* MERGEFORMAT �1�] can be efficiently supported by either of the existing ATCs and could be better supported by a new to be designed ATC. A candidate ATC can be compared with other ATCs or other versions of a new ATC on a similar basis as outlined above for the suitability of different ATCs for a particular application. Such a comparison is expected to facilitate firstly the discussion on the need for new ATCs. Secondly, if such a need has been identified it would facilitate the design process of such an ATC as the desired properties of an ATC can be purposely built in; comparing different implementations or different versions of a newly proposed ATC is regarded part of such a design process. 

In order to carry out work in the area outlined above, it is advantageous to have a suite of well�defined example applications and the network requirements associated with each of the applications. The applications should be related to a significant class of real�world applications, but can be generalised to a certain extend; otherwise, the test suite would be as large as the variety of real world applications. In order to come to a unified suite of test configurations, the following approach is followed:

1)	Collect a number of different applications that (a) have a significant usage base and that (b) are significantly different from each other. 

2)	For each of the applications define or assume concrete network requirements. The requirements may be specified in application specific parameters (e.g. frame latency or frame loss ratio). These parameters can than be converted into relevant ATM related parameters� such as CTD, CDV, CLR, SECBR. 

Input is invited regarding the following issues:

·	Items for the list of generic test applications (source model and requirements);

·	Suggestions to describe the test applications

·	The parameters for each of the ATCs to be used

·	The network configurations to be used for the evaluation of the suitability.



Reference

[1]�Braden, R; Clark, D; Shenker, S: Integrated Services in the Internet Architecture: an Overview; RFC 1633; June 1994.��

4 – Fairness for Traffic Control

Current text of the Recommendation

I.371 - Section 3.3 : "The following congestion control functions have been identified. Other congestion control functions are for further study."

Description of the problem

Traffic statistically multiplexed is subject to possible congestion. Some congestion control procedures require CEQ cooperation. This item of the Living List is concerned with such Congestion Control procedures. However, unless fairness procedures as discussed below are implemented in the network, CEQ which cooperate may not be better off than if they did not cooperate.

Suggestion

-	It is proposed that the network implement fair discard for non-guaranteed connections. In case of congestion, fair discard apportions resources to connections according to a specific fairness criterion instead of according to the offered traffic. Then, the congestion condition will be removed for CEQ which cooperate whereas CEQ which do not cooperate will keep losing traffic. Fair discard will thus provide incentive for CEQ to cooperate in case of congestion.

-	The actual fairness criterion is for further study. An example of fair discard criterion is presented below.

-	Congestion notification may be used to facilitate cooperation by the CEQ. In addition, the network may notify the CEQ of fair discard.

-	Fair Marking and Fair Scheduling are other aspects of the same issue and are for further study.

Example of Fair Discard Criterion

This section summarises the fair discard criterion detailed in D.267. This criterion is defined in terms of throughput and relies on the following concepts:

-	"Relative Usage Value" (RUV): value associated with a source and equivalent to a relative priority with respect to congestion.

-	"Controlled Source": a source whose offered traffic is not entirely carried by the network during the congestion and is thus subject to actual traffic discarding by the fair discard scheme.

-	"Uncontrolled Source": a source whose offered traffic is entirely carried by the network during the congestion and is thus not subject to actual traffic discarding by the fair discard scheme.

-	"Relative Throughput": ratio between the actual throughput of a source and its RUV.

Fair Discard Criterion for a single bottleneck :

-	all controlled sources have equal relative throughput ;

-	all uncontrolled sources have a relative throughput which is lower than the relative throughput of controlled sources.

Implementation of this fair discard criterion in every possible bottleneck of a network results in global fairness at the network level (see D.267 for definition of global fairness).

This fair discard criterion :

-	limits the number of sources affected by congestion

-	allows relative prioritisation of sources with respect to congestion

-	can be implemented without centralised control

-	protects users who cooperate even in case of malicious or unintentional behaviour of other users.

5 – Service Type

Current text of the Recommendation

I.371 section 5.1.1

Description of the problem

Service Type is mentioned in I.371 as a Traffic Parameter that provides a way to specify a Source Traffic without explicitely specifying a set of numerical values for standardized parameters. I.371 identifies two possible utilizations of that parameter :

1	Service Type is an implicit declaration of a set of parameter values (e.g. 64 kbit/s voice, unrestricted n*64 kbit/s) ;

2	Service Type is a way to provide for information on source traffic patterns that can not be supported by standardized parameters ; the Source Traffic Descriptor could still include parameters such as the Peak Cell Rate. A typical usage is when operators would learn from experience how to overbook resources when aggregating traffics of a given type.

In case 1, traffic conformance is still defined and QoS commitments may therefore be provided.

In case 2, conformance is not specified unless there is a way to enforce a Service Type. If not, there can only be QoS indications that suitable engineering rules would provide for.

The current specifications do not allow for any usage of Service Type. More specifically, there would be a need to provide for Service Type identifiers and, if relevant, for the set of implicit parameter values that are attached to each of them.

Examples of Service Types

Examples that have been mentioned so far are :

–	64 kbit/s bearer services, videotelephony, digital video (e.g. MPEG 2 coding scheme and functions activated).

–	FMBS, SMDS (with a specified PCR).

Unspecified Bit Rate could also be specified as a Service Type, together with a Peak Cell Rate (see item 8).

6 – Impact of the superposition of two Traffic Contracts

Description of the problem

This living list item addresses the impact of the location and functionnalities of the UPC/NPC on the conformance and QoS issues. More particularly, the effect of the Peak Cell Rate shaping function is studied.

1. Impact of shaping on end-to-end Cell Transfer Delay and Cell Delay Variation

Let a single (VP or VC) connection be shaped at one connection point. Basically, such a function delays cells if the observed interarrival time of cells at the shaping facility is smaller than the negotiated Peak Emission Interval . This is performed by implementing e.g. the GCRA algorithm and smoothing the cell stream according to the set of theoretical times computed by the GCRA.

It is observed that the mean Cell Transfer Delay for successive cells of the shaped connection is increased by the shaping function. Each shaping function along the connection may yield some increase in mean CTD. The number of shaping functions is therefore of importance. On the other hand, if the queueing delays are relatively small in each buffer along the connection, this increase in CTD may be negligible compared to the actual propagation delay (5ms per 1000km).

Concerning the end-to-end Cell Delay Variation for CDV sensitive connections, it is observed that the shaping function does not significantly increase the end-to-end CDV since any delay experienced in the shaping mechanism is likely to be experienced similarly in the smoothing buffer at the reception side. The impact of shaping on the cell disassembly process at the reception side is to be studied.

2. Impact of VP shaping on individual VCs

The relevant sections of I.371 are sections 3.2.3.3 and 3.2.3.4. In these sections, as described by figures 6/I.371 and 7/I.371 (location of UPC/NPC functions), the following cases are considered:

–	user connected to CRF(VC) via CRF(VP) in a single network operator's domain

–	user connected to another network via a CRF(VP).

In these cases, the user should specify the traffic offered by its VC connection by the traffic parameters that characterize the VPC carrying the VCC and the VCC. The CRF(VP) may then implement a VP shaping function in order to optimize resource allocation. Indeed, the shaping function performed at the VP level allows to increase the utilization of the ATM equipments that access only the VP layer.

However, it has been observed that the shaping function performed at the VP level may significantly increase, in some cases, the CDV for the VCCs within the VPC. This is particularly observed if the VCC Peak Cell rate is of the same order of magnitude that the VPC Peak Cell Rate. This observation has been made when the VP shaping function is performed independently of any VC shaping function. Shapers that perform simultaneously intelligent VC- and VP- level shaping have not been considered. It is believed that such mechanisms could alleviate the identified problem.

3. Complexity issue of the shaping function

The complexity of the implementation of the shaping function increases with the number of shaped connections. This concern is felt to be mostly applicable at the NNI, where the number of connections is more likely to be larger than at the UNI.

However, there may be a trade-off between the complexity issue and the increase in network utilization that can be obtained via the shaping function.

4. Cell conformance at the VC level

As in section 2, we consider the case where the user accesses either the CRF(VC) or another network operator's domain through a CRF(VP). In these cases, the traffic characteristics of the VCC are modified by functions performed at the VP level, within the CRF(VP), or any other equipment. Since those functions are not performed within the CEQ, the user is not responsible for them, and the increase in CDV due to these functions is not its responsibility.

The CRF(VC) should therefore be performed not only on the basis of the parameters that are negotiated by the user, but also on the basis of the impact of functions performed at the VP level before the connection accesses the CRF(VC). This needs the evaluation of the impact of these functions, by the network operator that is responsible for them. Note however that the impact of VP shaping on individual VCCs carried by the VP is only possible if all individual VCCs traffic characteristics are known by the operator that handles the VP connection.This problem needs further study.

Proposition	frozen

The following text has been proposed, for inclusion at the end of sections 3.2.3.3 of I.371 :

Note : In case B, the traffic characteristics that are controlled in the UPC(VC) depend not only on those that are negotiated by the user, but also on cell transfer characteristics within the Virtual Path Connection Related Functions CRFs(VP). The modification of the traffic characteristics is not the user's responsiblity. 

The following text has been proposed, for inclusion at the end of sections 3.2.3.4 of I.371 :

Note : In case B, the traffic characteristics that are controlled in the NPC(VC) depend not only on those that are negotiated by the user, but also on cell transfer characteristics within the Virtual Path Connection Related Functions CRFs(VP). The modification of the traffic characteristics is not the user's responsiblity.

7 – Generic description of ATM Transfer Capabilities

Description of the problem

A high level description of ATM transfer capabilities is felt necessary. The proposed texts below are intended to be inserted under section 5.5.1 in the next release of I.371.1.

	ATM transfer capabilities

An ATM transfer capability (ATC) specifies a set of ATM layer parameters and procedures that is intended to support an ATM layer service model and a range of associated QoS classes. A generic description is provided. Each individual ATC is further specified in terms of a service model, a traffic descriptor, specific procedures if relevant, a conformance definition and associated QoS commitments. Open-loop control ATCs (DBR and SBR) and closed-loop controlled ATCs (ABT and ABR) are specified as follows.

	Deterministic transfer capability – DBR

The DBR transfer capability is intended to be used to meet the requirements of CBR traffic and therefore to provide for QoS commitments in terms of cell loss ratio, cell transfer delay and cell delay variation suitable for such traffics. However, DBR is not restricted to CBR applications and may be used in combination with looser QoS requirements, including unspecified requirements as indicated in Recommendation I.356.

DBR is solely based on the peak cell rate PCR(0+1) for the aggregate CLP=0 and CLP=1 cell flow, user generated OAM cells being either aggregated or separately handled. Conformance definition for DBR is specified by a GCRA(TPCR,tPCR). Neither selective cell discard nor cell tagging apply to DBR.

	Statistical Bit Rate transfer capability – SBR

The SBR transfer capability uses the sustainable cell rate in addition to the peak cell rate and is suitable for applications where there exists a prior knowledge of traffic characteristics beyond the peak cell rate, from which the network may obtain a statistical gain. QoS commitments are in terms of cell loss ratio. There may or may not be QoS commitments on delay.

There are three variants of SBR, depending on which parameter is used in addition to the PCR(0+1). In the three cases, conformance to PCR(0+1) is specified by a GCRA(TPCR,tPCR). SBR type 1 handles cells irrespective of the CLP bit value. SBR type 2 or 3 can be used for applications that can distinguish more loss sensitive information (CLP=0 cells) from less loss sensitive information (CLP=1 cells).

SBR type 1 uses SCR(0+1). Conformance to SCR(0+1) is specified by a GCRA(TSCR,tSCR). QoS commitments are on CLP(0+1) cells, both for cell loss ratio and optionally delay. Neither selective cell discard nor cell tagging apply to SBR type 1.

SBR type 2 and 3 use SCR(0). Conformance to SCR(0) is specified by a GCRA(TSCR,tSCR). QoS commitments in terms of cell loss ratio are on CLP(0) cells. Cell loss ratio for CLP=0+1 cells is unspecified. Selective cell discard of CLP=1 cells applies to both SBR type 2 and 3. Cell tagging only applies to SBR type 3.

	ATM block transfer – ABT

The ABT transfer capability is intended to applications that may adapt their instantaneous peak cell rate on a per-block basis. An ATM block is a group of cells delimited by RM cells. ABT uses static parameters declared at connection set-up and dynamic parameters re-negotiable on an ATM block basis via resource management procedures using RM cells.

Static parameters are PCR(0+1), SCR(0+1) and associated tolerances. Dynamic parameters are peak cell rate for an ATM block, block cell rate BCR(0+1), and associated tolerance. PCR(0+1) specifies the maximum BCR(0+1) that may be negotiated via RM procedures for the connection. User generated OAM cells may be aggregated or separately handled. SCR(0+1) specifies a longer term average behaviour of the connection ; it is optional and may be set to 0.

There are two variants of ABT. In ABT/DT (delayed transmission), the source can start transmitting an ATM block only after having received a positive acknowledgment from the network by means of an RM cell. In ABT/IT (immediate transmission), the source starts transmitting user data cells immediately after the request RM cell ; the ATM block is transferred as a whole if resources requested for that ATM block are available in the network, otherwise it is discarded. In both cases, the BCR request may be elastic, in which case the network may choose to select a BCR less than the one requested by the source.

In ABT/DT, QoS commitments at the cell level are in terms of cell loss ratio, cell transfer delay and cell delay variation within an ATM block. Conformance definition at the cell level is specified within a block by a dynamic generic cell rate algorithm DGCRA(TBCR,tBCR), the variables of which are updated according to information conveyed by RM cells. If an SCR is specified, QoS commitments at the ATM block level are in terms of maximum delay for a BCR request to succeed.

In ABT/IT, QoS commitments at the cell level are in terms of cell loss ratio within an ATM block, assuming the BCR request is accepted along the entire connection. QoS commitments on delays within an ATM block only pertains when the elastic mode is not used. As for ABT/DT, conformance definition at the cell level is specified within a block by a DGCRA(TBCR,tBCR). If an SCR is specified, QoS commitments at the ATM block level are in terms of block loss ratio. In this respect, ABT/IT implements frame discard.

Selective cell discard and tagging do not apply to ABT.

	Available bit rate – ABR

The ABR transfer capability is intended to support non real time elastic applications that may adapt to the instantaneous bandwidth available within the network. In such a case, the network may share the available resources between connections supporting such applications. ABR uses static parameters declared at connection set-up and dynamic parameters re-negotiable via resource management procedures based on RM cells.

Static parameters are peak cell rate PCR and minimum cell rate MCR. User data cells have the CLP bit set to 0. Dynamic parameters conveyed by RM cells are explicit cell rate (ECR), congestion and no-increase indications and queue length. The allowed cell rate ACR to the source is derived from these parameters and ranges between the MCR and the PCR.

In ABR, the user regularly polls the network for the currently available bandwidth by sending RM cells conveying a requested rate to the network. There are two modes of operation. In the explicit cell rate mode, the network regularly returns to the source the ECR, from which the source derives its ACR. In the binary mode, the network returns binary indicators that the source should use to compute its ACR.

In ABR, QoS commitments are on cell loss ratio. I.371.1 does not currently specify a conformance definition for ABR. Instead, reference source and destination behaviours to network indications are defined for both the explicit cell rate mode and the binary mode. In this context, no QoS commitments can be made, but QoS indications in terms of cell loss ratio may be provided to connections respecting source and destination reference behaviours. I.371.2 will specify a conformance definition for ABR in the explicit cell rate mode.



8 – Applicability of ATCs to applications

Current text of the Recommedation

I.371 section 5.5.2

Description of the problem

Guidelines and examples in terms of ATCs that would support given telecommunication applications are felt as a useful complementary material to be included in the body and in Appendixes to I.371. This is only intended to be indicative, as I.371 section 5.1 clearly states that there is no one-to-one correspondence between sets of applications or higher layer services and a given ATC.

An inroductory text with a high-level guidelines is intended to be provided, as an introduction to the table of the proposal below.

Proposal	provisionally agreed

Table for an Appendix to I.371. This Table is only providing examples and does not imply any standard choice.



Example application�I.371 ATM Tranfer Capability�Transfer Capability Parameters�Remarks��Circuit emulation�DBR�PCR�Committed PCR for the duration of the connection��Real Time Audio/Video communication �DBR�PCR�e.g., videophone or videoconference (assuming no graceful degradation capability)��Support of SMDS, FMBS, IP �SBR�PCR, SCR/IBT���Video on Demand�DBR�PCR�PCR=maximum required bandwidth of the application��Video on Demand�ABT/DT�PCR, SCR/IBT�(SCR=0)�Committed PCR for the duration of each ATM block (equivalent to piecewise DBR).�As an example, the transfer of each scene will be preceded by the request for PCR of the scene, determined through prior off-line analysis��Elastic Audio/Video communication�ABR�PCR, MCR�Minimum guaranteed bandwidth may be for example bandwidth needed for voice.�Assumes the application accepts service fallback and degradation of video���ABT/DT elastic�PCR, SCR/IBT���File transfer�Image transfer�ABR�PCR, MCR�Minimum Cell Rate needed to maintain end point peer to peer protocol or to comply with a maximum transfer delay for the whole file��Database enquiry�SBR 2/3�PCR, SCR/IBT�e.g., access to existing internet applications��Other examples

Fast Resource Management protocols for supporting BVPN over ATM

One possible application of Fast Resource Management Protocols is for supporting ATM based Broadband Virtual Private Network (AVPN).

The basic idea for AVPN is to disassociate connectivity from bandwidth. The customer leases from the public network a mesh of VP links, which topologically connects the various sites of its private network across the public one; beside, a full mesh of VCCs is specified by the user, to connect each pair of locations belonging to the AVPN.

No resources are associated to the VCCs, which are only a logical concatenation of VP links.

The total bandwidth of one VP link is shared by all the VCCs configured, and it is even possible for a single VCC to consume the total bandwidth of a VP link of the AVPN.

The public ATM network manages the resources of the VCC forming the AVPN by means of FRM procedures. The FRM protocol addressed belongs to the class of "delayed transmission" FRM protocol. A proposal for a new protocol, different from FRP, has been detailed in D.357.

Basic assumptions for the new FRM protocol proposed for supporting AVPN

-	two levels bandwidth allocation [0..request_bandwidth] - no renegotiation (in first release)

-	the lack of resources is explicitly notified back by the first node which experiments it

-	the path followed by FRM cells in one direction is exactly the same followed in the opposite direction

The last is needed to allow cells in one direction to confirm/cancel requests done in the reverse direction trip. This is a constrain to be observed in setting up the end-to-end paths of the AVPN.

Messages coming from the CPN are acknowledged by the Access Node (AN). Losses of messages are detected and faced by means of timeouts managed by the access node only; the other nodes along the path relay on explicit request/cancellation messages. In case of temporary lack of bandwidth somewhere along the connection path, the AN manages reservation reattemps.

A description of AVPN concept is in D.73, details on the protocol proposal are in D.357

Value added by this solution for AVPN remains to be evaluated, with respect to the complexity introduced in the ATM by the FRM protocol, as compared to other possible solutions (e.g. a centralized AVPN Supervisor System).

9 – Unspecified Bit Rate (UBR)

Current text of the Recommendation relevant to the issue:

Section 5 of I.371.

Description of the problem

Some applications may not be best suited for any of the ATM-transfer capabilities currently defined in I.371. Such applications are too bursty for DBR, have traffic characteristics that are either not well understood or not suitable for SBR, currently cannot use explicit feedback as in ABR, and would rather not wait for acceptance as in ABT/DT. For example, TCP congestion notification is implicit and based on dropping of packets and thus would not use explicit feedback. Another instance may occur when the endpoints of the ATM connection are not the endpoints of the application, as for example with routers interconnecting legacy LANs over ATM.

For such applications, a new ATM-transfer capability may be needed. The new transfer capability is given the name Unspecified Bit Rate.

Discussion

Requirements for UBR are as follows :

–	UBR should be compatible with currently existing terminals for which feedback controls may not apply.

–	Traffic parameters are only a PCR(0+1) for the connection.

–	QoS is unspecified.

–	CLP bit should be transparently conveyed by the network. Tagging is not applicable.

–	Frame discard as in living list item �REF FrmDscrd�Error! Reference source not found.� may or may not apply ; this is an option for the user to select.

It was recognized that I.371 already allows for the support of UBR, via the ATC DBR with QoS class U (unspecified), with the exception that frame discard is not yet specified. This is not formally contradicted by Recommendation I.371 and this is consistent with Recommendation I.356, which states that QoS class U may apply to any ATC.

Although DBR is widely understood as being restricted to applications with stringent QoS requirements, the support of UBR is not denied by the current text, which states that "DBR is used by connections that request a static amount of bandwidth that is continuously available during the connection lifetime" but also that "the DBR capability is intended to allow networks to make QoS commitments that enable the network to support CBR applications but is not restricted to these applications" and that "the source may emit cells at, or below the negotiated peak cell rate (and may also even be silent)".

Additionally, the fact that the UBR QoS is unspecified allows the network operator to implement any sort of intelligent cell discard on UBR connections. This is an implementation option not subject to standardization. In that sense, the fact that selective cell discard does not apply to DBR does not prevent any operator to apply frame discard.

However, it is also recognized that it could be worth explicitely identifying UBR in Recommendation I.371, as it is a widely known concept. Therefore, two possibilities are proposed below. One is to add a specific section "Use of DBR with QoS class U – UBR" into the DBR ATC text, at the end of section 5.5.3.1. The other one is to add a new ATM transfer capability named UBR. It is noted that a similar section would apply to other specified ATCs such as ABT and ABR.

Support of UBR via signalling should be discussed with SG 11 in the more general framework of the relationships between Parameters, Service types and QoS classes.

�Choice between Propositions 1 and 2	Under study

Proposition 1	Provisionally agreed

The following text is proposed to be added at the end of Section 5.5.3.1

Use of DBR with QoS class U (UBR)

If the unspecified QoS class is selected by the user, there are no QoS commitments to the connection. In this case, it is a network option on how to resource the connection, on how to provide fairness via intelligent cell scheduling and buffer allocation schemes or on how cells are discarded in case of buffer overflow. For example, it may be preferable to discard consecutive cells of a single connection instead of spreading cell discard on a number of connections. This may be done by a traffic control function such as frame discard, see Section 6.2.x.

Proposition 2	Under study

The following text is proposed for inclusion in I.371 as a Section 5.5.y.

5.5.5.7	Unspecified bit rate transfer capability (UBR)

2.1 Definition and service model

The Unspecified Bit Rate transfer capability is intended to support non-real-time applications.

The UBR transfer capability does not specify any traffic related commitment. The UBR transfer capability does not imply per-connection allocated resources. Neither are any cell loss ratio commitment nor any cell transfer delay commitment made to the user. However, it is expected that network operators could provision UBR to make it useable for specific applications. Also, local control in network elements might provide intelligent cell scheduling and buffer allocation schemes.

The UBR transfer capability does not give to the source explicit feedback regarding the current level of network congestion. Instead, the level of congestion is implicitly indicated by the delivery or discard of cells of the connection. Network elements may optionally indicate congestion by setting the EFCI bit in ATM cell headers.

In UBR, the peak cell rate may be enforced by the network.

UBR supports CLP=0 and CPL=1 cells. UBR does not make use of RM cells.

Note 1 : the use of the CLP bit in conjunction with CLP=1 selective cell discard and frame discard needs clarification.

Note 2 : Whether or not tagging is applied and is a user option is to be clarified.

Note 3 : The use of MCR is under study.

2.2 Source Traffic Descriptor and CDV tolerance

UBR uses peak cell rate and associated CDV tolerance as specified in Section 5.4.1.

At connection establishment or at subscription time, the user and the network agree upon a peak cell rate for the user generated cell flow PCR(0+1), the associated CDV tolerance tPCR(0+1).

2.3 Conformance definition and QoS commitments

Conformance definition

Since there is no QoS commitments, there is no need to specify a conformance definition for UBR.

QoS commitments

There are no QoS commitments for UBR.

10 – Frame discard

Current text of the Recommendation

None.

Description of the problem

A problem can arise when user data is organized in frames that will usually result in more than one ATM cell. Randomly distributed cell discard may severely degrade performance perceived at layers above the ATM layer, as a single cell loss may cause the reconstructed frame to be unuseable and consequently lead to retransmission of the entire frame.

Proposal

The following text is proposed to be included in I.371 as an additional traffic control and congestion control function.

Frame Discard	Provisionally agreed

If a network needs to discard cells in order to avoid getting into or to recover from a congested state, it may be desirable to discard more than one consecutive cell on a given connection. This is especially true for connections supporting applications where the information is organized in frames and where each frame results in more than one ATM cell. For such applications, a cell loss results in a corrupted frame that may have to be retransmitted. If this is the case and if one cell of a frame needs to be discarded in a network element, the network may decide to discard as many cells of the frame as possible, while the QoS perceived by the user at the frame level remains unchanged.

The choice of the frame discard method is an implementation option. Examples depending on the AAL protocol, the ATM transfer capability or other characteristics of the connection, are :

·	If AAL 5 is used, the network can detect frame boundaries by examining the payload type field of the ATM cell header and would discard all cells of a frame or the remaining cells of a frame except for the last one.

·	In the case of ABT/IT, the user could map one or more frames into an ATM block. In case of overflow, the network may not accept an ATM block and would consequently discard it as a whole.

�SYMBOL 183 \f "Symbol" \s 10 \h�	For the case where frame boundaries are not known at the ATM layer, an implementation could discard a fixed number of consecutive cells (related to the expected frame size) on a given connection.

Frame discard is applicable to cell flows with unspecified QoS objectives. It may also apply to connections where QoS objectives have been specified for CLP=0 or CLP=0+1 cells flows (see for example ABT).

Signalling support for frame discard	Under study

The user may request frame discard to apply to a connection, via signalling, management or at subscription time. The network is only allowed to apply frame discard to a connecton on user request. By default, frame discard is not applied. If supported by signalling, the following applies :

	User request	Possible network answer�	Frame discard not allowed	Frame discard not applied�	Frame discard requested	Frame discard applied / not applied

11 – Source, destination and network reference behaviours

Current text of the Recommendation

Section 5.5.6.4 on “ABR capability without using conformance definition”

		provisionally agreed�		with the exception of the modifications, which are under study

Description of the problem

This living list item attempts to record some of the enhancements being proposed to the reference behaviours for ABR.

Objectives

Source and destination reference behaviours are provided in order :

–	to supply for the lack of conformance definition when such a conformance definition has not been standardised. In such a case, only QoS indications may be provided by the network ;

–	to give practical guidelines that enable a source or a destination to be implemented according to a standardised conformance definition.

Source and destination reference behaviours are intended to be provided in Annexes to I.371.

Network reference behaviours are intended to give examples on how a network may implement a given ATC, e.g. what policy it could use to share resources between connections. Network reference behaviours are not subject to standardisation and therefore will only appear in Appendixes to I.371.

Reference behaviours for ABR

The following reference behaviours consider only in-rate cells. The reference behaviour for out-of-rate RM cells is for further study.

Source reference behaviour

In order to obtain full use of the dynamic bandwidth of an ABR connection, a source needs to send RM cells in the forward direction (i.e. a Forward RM cell) of the information flow. A source receives RM cells in the backwards direction (i.e., a Backward RM cell) unless these cells have been lost in the network. For efficient operation of the close loop control, a source needs to adapt regularly to the changing network conditions. The interval at which a source sends RM cells should not be greater than the system’s control-loop response time, which is typically on the order of the round trip time (except when the round trip time is very small). The mechanism for discovering the control-loop response time is for further study. [Editor’s note: The previous changes are proposed by the editor to maintain consistency and accuracy in the new paragraph]. As an example, a source could send a RM cell every N user cells. Whether or not N is a function of the round trip time and current rate is for further study. As an example, a source could send a RM cell every NRM user cells. A source could send a RM cell sooner if more than MRM in-rate cells has been sent and at least TRM time has elapsed since the last forward RM cell. The upper bound on the time between forward RM cells for an active source, TRM, can be set to a standard default value or specified during call establishment, as an optional ABR signalling parameter. 

The source shall never send at a rate exceeding the declared peak rate, PCR.

When a source intializes, it should set the allowed cell rate, ACR, to at most the Initial Allowed Cell Rate The value of the initial allowed cell rate can be negotiated between the network and the user at connection establishment. Before a source initialises the ABR connection it should determine (i) the Transient Buffer Exposure, TBE, or maximum number of cells it should be expected to transmit during start-up periods before the first backward RM cell returns, (ii) the Fixed Round Trip Time, FRTT, the sum of fixed latencies and propagation delays that can be expected from the source to the destination, and back, and (iii) the maximum Initial Allowed Cell Rate, IACR, the maximum rate at which a source could send data at start-up time. The IACR and the TBE parameters should be downward negotiable between the user and the network on the forward pass of the call set up. FRTT should be accumulated by the source and the network during the call establishment.

The source should next set the IACR to the minimum between the returned maximum value for IACR and the ratio between TBE and FRTT, that is, IACR = TBE/FRTT. It then should set the allowed cell rate, ACR, to at most the computed IACR.

A source should update its sending rate according to the information received in RM cells. If ECR is greater than the ACR then the increase in ACR should be limited by a factor that provides for stepwise convergence to ECR. This factor will be supplied by the network on a per virtual connection basis. If ECR is less than ACR then ACR should be reduced to ECR, but not less than MCR. 

In addition, if the source makes use of the QueueLength field and if the QueueLength is non-zero then the sending rate should be further decreased, or no cells should be sent for a period of time, so as to allow the queue length to decrease. Procedures for calculating rate reductions and intervals based on non-zero QueueLengths are under study.

Additionally, a source may make use of the CI and NI bits. If the source receives a RM cell with congestion indicated by CI=1, then the value of ACR should be reduced by a multiplicative factor, but not further than MCR. Specifically, ACR should be reduced by at least ACR*RDF where the parameter RDF is referred to as the Rate Decrease Factor. If the backward RM cell has CI=0 and NI=0, then the ACR may be increased by an additive increment to a rate not greater than the PCR. Specifically, ACR should be increased by at most PCR*RIF where the parameter RIF is referred to as the Rate Increase Factor. How this multiplicative factor and additive increment are determined is under study. If the source uses the CI and NI bits, then if the resulting ACR is greater than the ECR in the backward RM cell, then the ACR should be reduced to a value that is less than or equal to ECR, but not less than MCR. The Rate Decrease Factor, RDF, and the Rate Increase Factor, RIF, can be set to a standard default value.

A source which has been inactive for a sufficiently long period should set its ACR to IACR.a reduced value to reflect the reallocation of network resources that may have taken place during the period of inactivity. The definitions of both the period of inactivity and the reduction in ACR are for further study. The period of inactivity, or ACR Decrease Time Factor (ADTF), could be network specific or set to a standard default value.

A source which has failed to receive a RM cell in a sufficiently long period of time should reduce its sending rate but need not reduce it below the MCR. The definitions of when an backward RM cell is considered overdue and the appropriate rate reduction are for further study.

Destination reference behaviour

A destination enables its corresponding source to estimate the bandwidth available from the network by returning RM cells to the Source.

1.	The destination should turn all RM cells received around to return to the source. The direction bit, DIR, should be changed from “Forward” to “Backward”. If a destination cannot turn around a forward RM cell before it receives a subsequent Forward RM cell to be turned around on the same VC, it should return only the most recent Forward RM cell and discard older Forward RM cells.

2.	If an EFCI=1 has been received on the data cell prior to the RM cell then the destination should mark the backward RM cell. An implementation may either :

–	Reduce the ECR, or

–	Set the CI bit in the RM cell

3.	To indicate internal congestion the destination may do one or more of the following :

a)	Further reduce ECR to whatever rate it can support,

b)	Set the CI bit and/or NI bit,

c)	Further increase the value of the QueueLength field in the RM cell.

A destination can also generate a backward RM cell without having received a forward RM cell.

OtherThe interactions between forward bandwidth, reverse bandwidth and the frequency with which RM cells are sent areis for further study.



Network reference behaviour

The network element may modify transiting RM cell based on the network element state. The need for network elements to insert forward RM cells is for further study.

A network element shall implement at least one of the following methods to control congestion at queueing points:

a)	The network element may set the EFCI flag in the data cell headers (EFCI marking).

b)	The network element may set CI=1 or NI=1 in forward and/or backward RM cells (Relative Rate Marking).

c)	The network element may reduce the ER field of forward and/or backward RM cell (Explicit Rate Marking).

d)	The network element queueing point may set the QueueLength field of the RM cell to be the maximum of the present value and the number of cells queued for this VC at this queueing point for this connection.

e)	The network element may segment the ABR control loop using a virtual source and destination (VS/VD control).

The explicit rate feedback provided by a network element is derived from the defined allocation policy.

A network element may generate backward RM cells. The maximum rate of network-element-generated RM cells is under study. When a network element generates a RM cell it must set the CI or NI bit. The BN bit must be set and the direction should be backwards. Backwards RM cells may be serviced out of sequence with respect to data cells. Priority of forward RM cells is for further study. Bounds on the relative delay of RM cells with respect to data cells is under study.

In the special case when 1/ECR becomes large relative to the round trip time then it is no longer reasonable to send at least one RM cell per round trip time. This has the effect of increasing the feedback time beyond a round trip time. As a consequent one may require additional buffer allocations for those VCs. The implication of this on the conformance definition is for further study.

12 – Multiplexing and interaction of ATCs

Current text of the Recommendation

Section 5.5.1.2 and 4th paragraph in Section 5.5.6.1

Description of the problem

1. Multiplexing of VCCs into a VPC

So far I.371 supports only multiplexing of VCCs with the same ATC into a DBR VPC. In the future releases, the multiplexing of VCCs with different ATC into a DBR VPC should be supported. In this case, QoS should be maintained for a VCC with the specific ATC, i.e. also for a DBR VCC. In order to maintain this QoS, a mechanism for priority scheduling for multiplexing into the DBR VPC and traffic shaping for the aggregate traffic to the Peak Cell Rate for the DBR VPC may be required. The extension of this capability using non-DBR VPCs is for further study.

So far I.371 supports only multiplexing of VCCs with the same ATC into a DBR VPC. In future releases, the multiplexing of UBR VCCs into a VPC with any ATC should be supported. Multiplexing of non-UBR VCCs into a non-DBR VPCs (e.g. ABR VPC for the multiplexing of ABR VCCs) is for further study.

2. Interaction of ATCs

Interaction between two ATCs concerning a VPC or a VCC may take two different forms: emulation or interworking. The choice of the interaction method depends on the service definition and the specific mechanism providing that service of the ATCs involved.

For emulation, I.371 so far supports the case where only a DBR VCC or VPC may be used to emulate a VCC or VPC with any different ATC. The emulation of an ATC by a non-DBR ATC (e.g. the use of SBR to transport an ABR service) is for further study.

For interworking, more stringent requirement in terms of QoS provided by the two ATCs should be respected.

For example, under certain conditions, interworking between ABT and ABR will be possible because both ATCs do not provide any QoS concerning cell transfer delay. However, this interworking requires the following actions: Extraction of RM cells, insertion of new RM cells, reshaping of rates, and a large buffer at the interworking unit.

The figures give three examples of interaction scenarios associated with the forward information flow.

Part a) shows interworking between ABR and ABT in a switch.

Part b) shows how a network uses ABT to transport ABR traffic.

Part c) shows how a network emulates the ABR service by the ABT mechanism.

The difference between b) and c) is that in part b) RM cells are extracted and re-inserted while in part c) they are transmitted transparently by the ABT mechanism. Which one of these scenarios is supported is for further study.

�	provisionally agreed

In future releases of I.371, the multiplexing of VCCs with different ATC into a DBR VPC should be included.

In future releases of I.371, the multiplexing of UBR VCCs into a VPC with any ATC should be included.

In general, multiplexing VCCs into non-DBR VPCs (e.g. ABR VCCs multiplexed into a ABR VPC) is for further study.

Support of further multiplexing combinations needs further study.

�EMBED Designer \s  \* MERGEFORMAT���

13 – ATM ATC support of bursty elastic applications

Current text of the Recommendation relevant to the issue:

Section 5 of I.371.

Description of the problem

Among services expected from the B-ISDN is support of bursty elastic data communications applications. Bursty elastic applications are characterized  by RFC-1633 [1] as a class of data applications that require a network service with very low data loss (one lost cell in 10^8, or less), and that delivers data with the minimum possible delay. Examples of such applications are LAN interconnection, generic applications over IP [2,3]  and request-response applications in general. 

It is important to support these bursty elastic applications over a broad range of geographical distances, as indicated, for example, by the rapid growth of applications using the World Wide Web.  Additionally, the service supporting these applications should be able to be provided on an end-to-end basis over ATM connections.

The service demand by a bursty elastic application is generally very intermittent and unpredictable, variable amounts of data requiring low latency, i.e. immediate and fast transfer.  When the demand on speed of transfer is met, traffic from any single source is in short bursts at unpredictable intervals that are generally orders of magnitude longer than the lengths of the bursts. Given the unpredictable nature of demands for service and the requirement that services be as immediate and as fast as possible, this suggests that the service can be provided economically only on a statistically multiplexed basis, with the multiplexing being onto broadband capabilities. Given further that the transfers have to be end-to-end and without loss of data, this suggests a requirement for network-wide dynamic flow control on all switched and multiplexed tributaries.  

Draft Recommendation I.371 describes four ATM transfer capabilities:  DBR, SBR, ABT, and ABR, and in the Living List describes a UBR capability. Of these, the ABT/DT latencies owing to resource reservation are not suited for providing instant access to available network bandwidth, while ABT/IT is not able to offer a committed low cell loss ratio.  In the case of the ABR ATC, low latency together with a committed low cell loss may not be able to be realized for all distances.  The DBR ATC is not suitable for efficient transfer of these bursty applications.  The UBR ATC will have no commitments, including on cell loss.

Two proposals for ATCs incorporating cell level flow control, with descriptions below, are for study in Question 8/13 and for continuation in the next study period.

References

1.  RFC 1633 - R. Braden, D. Clark, S. Shenker, “Integrated Services in the Internet Architecture: an Overview”, June 1994

2.  RFC 791 - J. Postel, "Internet Protocol", September 1981

3.  RFC 1754 - Laubach, M., “IP over ATM Working Group's Recommendations for the ATM Forum's Multiprotocol BOF, Version 1”, January 1995.

Proposition	under study

The following text is under study for inclusion in I.371 in Section 5.5 on ATM transfer capabilities.  This Living List text describes two ABR ATCs, as examples of ATCs capable of supporting bursty elastic applications.

1.  Controlled Dynamic Transfer (CDT) Capability

1.1 Overview of the CDT Transfer Capability

This Living List item describes an ATC capable of supporting bursty, elastic applications.  In particular, it provides a service guarantee of zero cell loss due to network congestion, and more generally supports each of the service requirements of the previous section.  In a BISDN, this ATC supports high utilization of network links, as it supports transfer of user cells in any transmission opportunities reserved for, but not used by, other ATCs.  This ATM Transfer Capability, which allows use of full link capacity on a dynamic basis along with controls to provent cell loss,  is termed the Controlled DynamicTransfer (CDT) ATC.

CDT provides precise buffer state information that can be used by network elements to control transmission.  In particular, network elements can support a policy of no cell loss due to congestion.  Because the buffer state feedback can be used to eliminate cell loss due to congestion, actual burst transmission rates can be very aggressive.  The ability to send at high burst rates for all connections sharing a link, in turn, allows instant access to all available transmission opportunities.  This ability results in a traffic handling capability that provides high efficiency, low latency, and guaranteed zero loss due to congestion.  This capability is well suited to bursty, elastic applications including request-response applications independent of distance, light-weight transport protocols (e.g. IPX), as well as control applications that are sensitive to cell loss.

This capability will also efficiently carry most any frame-oriented traffic, especially traffic using a transport protocol such as TCP, since the loss of one cell due to congestion will result in a lost (and possibly retransmitted) frame.

CDT supports the requirements of bursty data applications by controlling the number of cells buffered at each node traversed by a connection.  It controls the individual data flows between each pair of CDT-capable equipment along the path of an ATM connection.  The combination of these feedback controls, applied at each hop spanning CDT-capable equipment along a connection, allows CDT to provide performance guarantees on an end-to-end basis.  The explicit control of buffer occupancy levels makes possible a policy of no cell loss due to congestion.  As a result, the CDT capability can guarantee a cell loss ratio comparable to the cell loss ratio of the physical medium itself.  The CDT ATC is defined to support service at the virtual channel level or the virtual path level.

The CDT capability applies to the user-network interface as well as to the inter-network interface.  CDT controls bi-directional data flows, though for explanation it is sufficient to describe the buffer state feedback control supporting a unidirectional CDT data flow on a network hop.  The combination of CDT controls applied to each hop along a connection results in an end-to-end flow control capability that incorporates buffer state feedback.  The CDT nodes on either end of the network hop are transmitter and receiver nodes, with respect to the direction of the data flow.  The transmitter may send a cell whenever it has at least one flow controlled cell queued and it  is informed via feedback from the receiver that there is buffer space to receive that cell.  The receiver may buffer the received cells and will, at every available opportunity, forward the cells onto the next logical link, thus freeing buffer space.  As cells are forwarded, the receiver informs the transmitter via feedback of the buffer space that it has made available for the transmitter.  The feedback is referred to as a buffer state update, and is carried in RM cells.

The state variables used by the transmitter and receiver are cell counters.  A buffer state update contains an up-to-date copy of the number of cells forwarded (“forward count”) by the receiver.  Whenever the transmitter receives a buffer state update, it updates its local copy of the forward count.  As the transmitter sends cells of a VC, it accounts for the number of cells transmitted (“transmit count”). The transmitter limits the number of cells that it sends as follows:  as long as the transmit count minus the forward count remains less than a policy limit representing the maximum desired buffer resources to be used by the connection, the transmitter may continue sending.  This allows continued transmission of cells as long as the network is not congested.  The relationship between the transmit count, forward count, and policy limit is shown in expression (1) below.

(Transmit_CountVC  –  Forward_CountVC) _ LimitVC																(1)

The difference between the transmit count and the transmitter’s copy of the forward count is an upper bound on the number of cells in flight plus the number of cells received but not yet forwarded by the receiver.  If the transmitter observes the policy limit, the receiver can ensure cell transfer with no loss due to congestion.

In order to provide the transmitter with as much information as possible for the management of shared buffer pools, the buffer state feedback is conveyed not only for individual connections but also for the grouping of connections that may share a buffer pool.  The grouping is referred to as a logical link.  Buffer state feedback for the shared buffer pool is associated with the logical link, in the same manner as buffer state feedback for individual connection buffers is associated with those individual connections.  As cells are forwarded from the shared pool the receiver informs the transmitter, via buffer state feedback for the logical link, of the buffer pool space that it has made available.  This extends the rule shown in expression (1) above to a rule with two parts, shown in expressions (2) and (3) below.  Expression (2) is the same as expression (1), and in expression (3), the “Link” subscript refers to the counts and limit for the logical link.  A transmitter may send a queued cell on a connection as long as the receiver has made buffer space available for both the connection and the logical link containing the connection.  The network may support a policy in which the sum of the per-connection limits is set to be greater than the link limit.  This allows economical sharing of buffer space among all connections within a logical link, while supporting the policy of no cell loss due to congestion.

(Transmit_CountVC  –  Forward_CountVC) _ LimitVC																(2)

(Transmit_CountLINK  –  Forward_CountLINK) _ LimitLINK														(3)

The receiver sends a buffer state update, containing an up-to-date copy of its forward counter, as quantities of cells are forwarded on a connection or logical link.  Sending an update after a quantity of cells has been forwarded helps reduce the requirements for control loop bandwidth.  Additionally, the buffer state updates for multiple connections or logical links may be packed into a single RM cell.  This further reduces the needed control bandwidth by allowing the composite updates for more than one connection or logical link to be conveyed to a transmitter in one RM cell.  The VCC on which this composite information is sent is referred to as a Reserved Control Channel (RCC).  A RCC serves as an out-of-band control channel for the CDT capability — out-of-band in the sense that the RM cells are sent on a channel that is not one of the CDT (normal data) connections.  Each buffer state update record within a composite RM cell contains a connection identifier along with a copy of a forward count.  The connection identifier is used to identify the connection or logical link for which the feedback is intended.

The CDT ATC may be provided at the VCC level or at the VPC level.  Additionally, the CDT traffic may be carried within a DBR VPC.  This allows tunneling CDT connections through intermediate nodes or networks that may not support the CDT capability.

The CDT capability is robust to lost or corrupted control cells, so that the QoS commitments are preserved.  This is because buffer state feedback is conveyed as an absolute, rather than incremental, quantity.  CDT is also robust against cell accounting errors due to lost or corrupted data cells, by means of sending a  periodic in-band marker RM cell, from the transmitter to the receiver, that synchronizes transmitter and receiver buffer state.

The use of buffer state feedback allows isolation of the effects of misbehaving sources.  If a source does not respond to the network control, by attempting to send excess traffic into the network, the network may discard the excess traffic.  Any receiver node can police the incoming traffic flows precisely, as it is the receiver that provides the buffer state updates to the transmitter node.  This policing ability not only allows service providers to protect their network resources, but it also provides a fault detection and isolation capability at internal network interfaces in addition to the UNI and INI.

1.2  Source Traffic Descriptor

There are two types of source traffic parameters associated with CDT:  traffic parameters which are negotiated at call establishment and cannot be changed by RM procedures and dynamically changing traffic parameters which may be changed by RM procedures.

The user may negotiate a PCR, indicating a maximum desired cell rate.  The default maximum rate is the LCR (link cell rate) supported on an end-end basis over the links between CDT-capable nodes.

1.2.1 Dynamically changing traffic Parameters and RM cell format for CDT

The value of the dynamically changing buffer state feedback parameter is determined by the receiving CDT equipment and provided to the transmitting equipment via RM cells.  Table x/I.371 contains the generic RM cell format for the CDT capability.



�

Table x/I.371�Generic RM Cell Format for the CDT Capability



1.2.1.1  Details on the fields

Note 1:  The record data contains one or more buffer state feedback records.  Each record contains an integer-valued connection identifier and an integer-valued forward count.

Protocol ID

CDT RM cells are identified by a protocol ID to be decided.

Message Type

Message Type for CDT is an 8-bit field that is used to distinguish RM cells containing buffer state update feedback from RM cells used for initialization or maintenance functions.

Reserved

These fields are reserved.

Record Data

The Record Data portion of the RM cell carries buffer state feedback values for connections and logical links.



1.3  Conformance Definition for CDT Equipment

The definition of conformance to the CDT ATC flow control is indicated in the procedure shown in the Figure y/I.371.
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Figure y/I.371: CDT Capability Conformance Definition





1.4  QoS aspects

The nominal QoS class for CDT shall include a specified CLR commitment.  The CLR commitment shall be a negligible cell loss ratio, i.e. the CLR attributable to the Bit Error Rate of the underlying physical medium.  There is no commitment on Sustainable Cell Rate or on Cell Delay or Cell Delay Variation.

2.  Controlled Cell Transfer (CCT) Capability

Introduction 

An ideal support for computer communications is considered to be the support given by local area networks (LANs), namely prompt, low latency transfers of variable length messages in connectionless mode. The Controlled Cell Transfer (CCT) capability will give equivalent service over the wide area in the ATM layer on semipermanenetly configured virtual channel connections. While over large area there is larger propagation delay, other delay components contributing to latency, such as delays due to protocol inefficiency and bandwidth limitations, can with CCT be appreciably smaller than are present in typical LANs. 

The principle on which CCT rests is similar to that of LANs, namely statistical multiplexing on a broadband shared medium.

CCT virtual channels are carried carried across the network in bandwidth-resourced, flow-controlled Virtual Path (VP) connections. The VP connections are one hop links, from terminal to CCT-capable channel switch, and from CCT-capable channel switch to CCT-capable channel switch. A CCT-capable switch may be a specialized switch for CCT, or it may be a general ATM switch capable of switching different ATCs, including CCT.

A VP connection carrying CCT virtual channels, is limited to a peak cell rate that is allocated to it by the network. CCT virtual channels have no bandwidth limitations beyond those implicit in the limitations on the VP connections that they traverse.

The CCT VP connection is subject to a credit based flow control that can insure zero cell loss due to  buffer overflow. To ensure zero loss, and  the same time a sustainable transfer over the VP at up to its allocated peak cell rate, the sender on the path requires an initial credit window, and the receiver of the path requires a buffer of size equal numerically to the initial window, and both at least equal to the round trip delay on the path, multiplied by the peak cell rate. The size of required buffer is independent of the number of virtual channels in the Virtual Path.

As noted in the Description of the problem, computer communications are in intermittent bursts, generally a burst of random length followed by a silence interval of random duration. Silence intervals are generally, on average, orders of magnitude longer than the lengths of bursts. Therefore on the order of hundreds or thousands of virtual channels can share a Virtual Path. Under normal non-overload traffic conditions, a burst on a virtual channel would be traversing the VP alone or be cell-interleaved with just one  or several bursts on other virtual channels.

A CCT virtual channel connection will traverse one or more CCT-capable channel switches and two or more VP connections. The protocols and procedures for efficient relaying and fair multiplexing on the switches are options of the switch designer. 

The CCT capability as proposed, provides for STOP/GO flow control on CCT virtual channels by BECN messages. This control may be used end-to-end by the user. It may also be used by a switch for, for instance, control of congestion.  

Australia proposes definition of the CCT ATC  for  inclusion in Recommendation I.371.

Additions proposed to Recommendation I.371

The following text within quotes is proposed for inclusion in Recommendation I.371. It has subsection numbering that is aligned with the present draft of the Recommendation.

"5.5.7 Controlled Cell transfer capability

The controlled cell transfer (CCT) capability provides a LAN-like ATM level service, suitable for data communication. Access into the network on the capability is subject to cell flow control from the network. Transfers within the network are hop by hop over CCT supporting network elements, and are subject to similar flow control as at access.

The definition of the CCT capability encompasses both the VP and the VC level.

As a VP level capability, the CCT capability is defined as a virtual path connection flow controlled at access by the network. All embedded virtual channel connections are to a common destination. The flow control exercised on the individual connections, if any, is from the receiving customer network. More than one CCT CV connection may be provided on a single interface.

As a VC level capability, the CCT capability is defined as a flow controlled virtual channel connection, carried link by link in CCT VP connections or across the UNI under GFC control. Flow control is exercised both at the VP and VC level by the network. The capability may support also point to multipoint virtual channel connections. Support of point to multipoint connections is a network option.

Apart from flow control, virtual path connections associated with CCT are subject to traffic contract. The traffic descriptor for a CCT virtual path connection is comprised of peak cell rate and CDV tolerance parameters, i.e. it is the same as for a DBR transfer capability.

 CCT virtual channel connections have no traffic contracts.

Apart from flow control and traffic contract, at a user-network interface at which GFC exists, CCT virtual path connections and CCT virtual channel connections are designated as controlled connections in regard to GFC procedures (see Rec. I.361).

Control mechanisms.

In addition to the existing Generic Flow Control function defined in ITU Recommendation I.361, CCT capabilities make use of two other flow control mechanisms, one controlling the transmission of cells in a virtual path, the other controlling the transmission of cells in a virtual channel.

Virtual path flow control is a backward mechanism from the receiving end towards the sending end of a CCT virtual path connection. "End" stands for equipment providing the CCT capability. Similarly, virtual channel flow control is a backward mechanism from the receiving end towards the sending end of the virtual channel connection.

The flow control function, either at the virtual path or at the virtual channel level is designated Usage Flow Control (UFC) in the case the sending end is the user terminal equipment, and is designated Network Flow Control (NFC) in the case both the sending end and the receiving end are network elements. Flow control is also present in the case the receiving end is a terminal equipment.Whether the flow control from a terminal equipment is only at the VC level or is both at the VC level and the VP level, is for further study. There is no GFC control from a terminal equipment (see Rec I.361).

The flow control at the virtual path level is based on a sliding window, while the flow control at the virtual channel level is based on backward congestion notification. Both control functions are mediated by RM cells, respectively a VP RM cell and a VC RM cell.

Support requirement.

For support of CCT, the network requires ATM switches that support UFC/NFC functions. Not all switches of the network need to support the flow control function, for the network to be CCT supporting. Given peak cell rate based traffic contracts, CCT virtual paths may "tunnel" as DBR capabilities through any network portions that do not support CCT.

Quality of service.

The CCT capability provides a service that is effectively free of cell loss. The capability has no guaranteed bandwidth and does not guarantee any cell delay limits.

The rate of a virtual channel is limited at the access to the network only to the peak cell rate of the CCT VP in which it is embedded. However, when given contention from other flows sharing the same path and further paths along the connection, the share of bandwidth can only be a fraction of the total. How big the fraction will be, depends on the number of contending flows and the character of the service discipline in switching equipment.

Through appropriate choices in network and switch designs, and in connection admission and routing algorithms, a network operator can create CCT capabilities in different service classes. The differences could be, for instance, in nominal average cell rates and average cell delays obtainable during a busy period, while in all cases guaranteeing a common, and effectively zero, cell loss ratio.

Network dimensioning and choice of switching and/or server facilities for the provision of the CCT capability, as also support of CCT capabilities in different QoS classes, are network implementor and operator options.

5.5.7.1 Traffic contract

A traffic contract is negotiated by the user for the virtual path of the CCT capability. The contract has the same form, with the same options for the Source Traffic descriptor, as that for a DBR capability (Section 5.5.3.2). The negotiated Peak Cell Rate for the virtual path of the CCT may be the full cell rate of the UNI. 

5.5.7.2 CCT traffic flow control

Two forms of traffic flow control may apply to a CCT capability. One is Generic Flow Control (GFC) defined at the UNI at S and T reference points (see ITU-TS Recommendation I.361, Section 4.1). A CCT connection, irrespective of whether at the VP level or at the VC levels, is a controlled ATM connection with respect to GFC, where GFC is present, and is assigned to a specific group of GFC controlled connections. The default assignment is to Group A. 

The other control is a symmetrical flow control in the connection itself. The control on a CCT virtual path connection is sliding window based and is between the two ends of the virtual path connection (see Section 5.5.7.4). Flow control is additionally applied to individual virtual channels of a CCT capability. This control is in parallel with control on the virtual path and is from a destination terminal or from a network element that supports the CCT capability at the VC level to the source or to a virtual source of the virtual channel. As an option, a network element that supports the CCT capability at the VC level may function as a virtual source for CCT virtual channels. (see Section 5.5.7.5).

5.5.7.3 Generic flow control

The traffic contract on the virtual path connection of the CCT capability across a UNI may designate it as a controlled ATM connection. If so designated, it may be assigned to either Group A or Group B of controlled connections. When no explicit group assignment is given by the contract, then by default it is assigned to Group A.

The virtual path connection of the CCT capability may share a GFC group with other controlled ATM connections.

5.5.7.4 CCT virtual path flow control

The virtual path connection associated anywhere in the network with a CCT capability is a VPC with end-to-end flow control.

The form of the end-to-end flow control is a sliding credit window. The sending end of the connection sends cells towards the receiving end only when it has credits. It consumes one credit for each cell that it sends. The receiving end returns credits to the sending end, one credit for each cell that it has received and sent on. Credits are returned by VP RM credit message cells. Nc credits are returned by one RM credit message cell.

The flow control on a VPC is bi-directional: Each end of the VPC is both a sending end and a receiving end.

At initialization, Network Management assigns to a sending end a pool of Ic credits and informs the corresponding receiving end of that assignment. The value of Ic is a parameter under Network Management control.

Flow control performance

If the receiving end has a buffer with capacity for at least Ic cells, then there is no possibility that the buffer could overflow.

Given that the round trip delay on a VPC is T seconds, a peak cell rate of PCR cells per second is possible if the value of Ic is at least as high as (PCRxT + Nc).

5.5.7.4.1 RM cell format for CCT VP flow control

Table X contains the VP RM cell format for the CCT capability.

Table X: CCT VP RM cell format



Field�Octet(s)�Bit(s)�Coding��Header�1-5�all�As in I.361:  VP RM cell��Protocol ID�6�all�To be decided��Message Type: Credit Return�7�8�Note 1��Message Type: Credit Sync�7�7�Note 2��Message Type: Note 3�7�1-6���Returned Credits�8-9�all�Note 4��Sync Total�10-13�all�Note 5��Sequence Number�14-17�all�Note 6��Reserved�18-51�all�As in I.610��Reserved�52�3-8�As in I.371��CRC-10�52�1-2�As in I.371��CRC-10�53�all�As in I.371��Note 1: The Credit Return bit equals 1 when the cell returns Nc credits (`Returned Credits' field is non-zero)

Note 2: The Credit Sync bit equals 1 when a total credits since last Sync is signalled (`Sync Total' field is non-zero)

Note 3: These bits are reserved and set to zero.

Note 4: Integer valued. Least significant bit is bit 1 of octet 9

Note 5: Integer valued. Least significant bit is bit 1 of octet 13

Note 6: Integer values. Least significant bit is bit 1 of octet 21.

5.5.7.4.2 Explanatory notes on CCT VP RM cell

The CCT RM cell is generated at the receiving end of a CCTR VP connection and sent to the sending end of that connection. It is sent as soon as possible without violating priority constraints.

Returned Credits

The number of credits returned by one RM cell may be variable, with a maximum Nc that may be set by Network Management. The default value for Nc is 32. A smaller number than Nc of credits is returned when time Tc has expired since the previous CCT RM. The time-out parameter Tc may be set by Network Management. The default value for Tc is 1 second. The actual number of credits returned is given in the `Returned Credits' field. When the number of credits returned is zero, then the Credit Return bit in the `Message Type' field is also set to zero.

Credit Sync 

When since the previous non-zero Credit Sync, the total number Nt of credits returned, inclusive of the current number of credits being returned, equals or exceeds Ct, the Credit Sync bit in the `Message Type' field is set to one and Nt is written into the `Sync Total' field. Ct is a constant parameter for a VP connection that may be set by Network Management. The default value for Ct is 1024. 

Sequence Number

The Sequence number is optional. When used, it is the sequence number modulo 232 of the CCT RM cell being sent on the particular VP connection in the particular direction. When the sequence number is not used then the `Sequence Number' field is always set to 0.

5.5.7.5 CCT virtual channel flow control

It is a backward flow control from a receiving end of the virtual channel connection to or from a network element that supports the CCT capability at the VC level directed towards the actual source of the virtual channel connection or towards a virtual source of the virtual channel connection. 

The form of the flow control is a VC RM cell. When congestion occurs at the receiving end on a virtual channel, the receiving end sends backward a VC RM cell that indicates Congestion. On receipt of a congestion notifying cell, the sending end stops transmitting cells on the identified virtual channel until it receives a VC RM cell indicating Decongestion for that virtual channel, or until a time-out Tout expires. Tout is set by Network Management. Congestion and Decongestion are notified by virtual channel RM cell messages, individually for each virtual channel on which the RM message is sent. As an optional alternative, notification of Congestion and Decongestion may be by composite RM cell messages, using the Extension field and applicable to blocks of virtual channels. The use of composite RM cell messages and the virtual channel on which an RM cell with a composite message would be sent are for study.

Conditions triggering the sending of congestion notification is implementation dependent and not subject to standardization.

On a bidirectional point-to-point connection, the backward flow control is bidirectional. In the case of a point-to-multipoint connection, the backward flow control is sent from a leaf or branch towards the root.

Protocol robustness.

In the case a congestion notification RM cell is lost, the sending end may keep transmitting cells on the congested virtual channel. It is left as a network implementation choice to 

- discard the incoming cells, or 

- discard the incoming cells and re-send a congestion notification cell, or

- receive the incoming cells and re-send a congestion notification cell, or

- receive the incoming cells

5.5.7.5.1 RM cell format for CCT VC flow control

Table XI contains the VC RM cell format for the CCT capability.

Table XI: CCT VC RM cell format

Field�Octet(s)�Bit(s)�Coding��Header�1-5�all�As in I.361: VC RM cell��Protocol ID�6�all�Note 1��Message Type:  Congestion�7�8�Note 2��Message Type: Decongestion�7�7�Note 3��Message Type: Extension�7�6�Note 4��Message Type:�7�1-5�Reserved��Proprietary�8-9�all�Note 5��Extension�10-45�all�Note 7��Reserved�46-51�all���Reserved�52�3-8�As in I.371��CRC-10�52�1-2�As in I.371��CRC-10�53�all�As in I.371��Note 1: The Protocol ID number for CCT VC RM cells is....

Note 2: The Congestion bit equals 1 for Congestion notification cell.

Note 3: The Decongestion bit equals 1 for Decongestion notification cell.

Note 4: The Extension bit equals 1 if the Extension Protocol is used.

Note 5: Octets 8 and 9 are proprietary fields

Note 6: Integer valued. Least significant bit is bit 1 of octet 11

Note 7: Extension is for multiple BECN in a single VC RM cell. The Sending of multiple BECN and definition of format of the Extension field are for study.

Note 8: The VCI of a cell carrying an Extension message is for study and definition.

5.5.7.6 UFC/NFC

UFC is recommended, just as UPC, and NFC is optional, just as NPC.

5.5.7.6.1 UFC location

Usage Flow Control is performed on CCT VPCs and CCT VCCs at the first point following the T reference point where the CCT capability is present.

Network Flow Control is performed on CCT VPCs and CCT VCCs at the first point where the CCT capability is present after having crossed an inter-network interface. (See Figure CCTx)





















5.5.7.6.2 Configuration example

In Figure CCTy two Customer Premises networks that provide CCT capability are interconnected over networks A, B, and C. All switches at the VP and VC levels support DBR. Networks A and C have some DBR and CCT supporting switches, marked (**) when implementing the virtual source function or (*) when not implementing the virtual source function. Network B has no support for CCT. The CCT capability is `tunnelled' in controlled Virtual Paths through network B, and through DBR-only switches in networks A and C.

















5.5.7.7 Conformance definition for CCT capability

The conformance definitions apply to the Virtual Path and Virtual Channel of the CCT capability. Conformance is based on three separate tests:

1. Conformance to specified Peak Cell Rate applicable to the aggregate of user cells and OAM cells, including RM cells, on the Virtual Path.

2. Conformance to Flow Control applicable to the aggregate of user cells and VC OAM cells, but excluding VP and VC RM cells, on the Virtual Path.

3. Conformance to Flow Control applicable to the aggregate of user cells and VC OAM, but excluding VC RM cells, on the Virtual Channel.

To be conforming, a cell is required to conform on all three tests.

5.5.7.7.1 Conformance to Peak Cell Rate

The Peak Cell Rate test applies as defined for Aggregate Conformance for a DBR transfer capability (see Section 5.5.3.3). The test performed may be performed continuously within the network in UPC/NPC mechanisms.

5.5.7.7.2 Conformance to VP Flow Control

VPC end-to-end Flow Control

The definition of Conformance to VPC flow control is exemplified by the test procedure of Figure CCT2.















5.5.7.7.3 Conformance to VC Flow Control

The definition of Conformance to VC flow control is exemplified by the test procedure of Figure CCT3























5.5.7.8 QoS commitments for CCT

A user negotiates a QoS class on subscription for the CCT capability. The basic QoS class for the capability shall include a specified CLR commitment. The support of additional QoS classes with less stringent commitments, e.g. with indicative rates and average cell delays during the busy hour, is a network operator option. 

There is no commitment on Sustainable Cell Rate nor on Cell Delay and Cell Delay Variation.

QoS commitments as given, apply only to traffic that conforms to the PCR conformance definition and to the VP CCT Flow Control conformance definition (if applicable) and VC CCT Flow Conformance definition (if applicable). "





3.  Discussion

Discussion within the Q8/13 group brought out the following points regarding ATM ATCs suitable for bursty elastic applications:

1.  Particular interest was expressed in the ability of such an ATM ATC to support application traffic consisting of short to moderate bursts.  It was felt that, in this area in particular, an appropriate new ATC could distinguish itself from existing ATCs that use closed loop controls.

2.  Suggested studies for progressing the work include analyses or simulations covering the multiplexing of short-burst traffic flows, while observing the added constraint of preserving QoS (CLR) commitments.

3.  Tradeoffs between latency, cell loss, and high link utilization efficiency, and hence, high network goodput are various and complex.  Among others:

i.  Achieving high link utilization requires that buffers do not empty.  Buffering requirements could be on the order of the number of Vcs supported times the bandwidth-delay product.

ii.  Large buffers could imply large delays, hence, constraints in delay QoS commitments.

iii.  When buffers are small and delays large, link efficiency can suffer significantly.

iv.  Fair access to networ resources may further limit the throughput achieved by Vcs.

v.  Although buffer overbooking schemes may be used to improve VC throughput, the loss-less property may no longer hold.

vi.  Loss of credit management information may require sophisticated credit re-alignment and credit-recovery mechanisms.

4.  Note

Given that there are at least three ATCs (SBR, ABT, and ABR) that try to address elastic bursty applications, it would be important to identify the areas where such a new ATC would provide significant enhancements over the existing ATCs.

14 – Algorithm A for ABR

Algorithm for the Determination of I(k) (Algorithm “A”)

Initialise : �\EMBED Equation.2 ���.

At each arrival time ta (k) of a cell for �\EMBED Equation.2 ���,

–	if the set of indices j of backward RM cells such that 0 < tb (j) �\SYMBOL 163 \f "Symbol" \s 10�� ta (k) - �\SYMBOL 116 \f "Symbol" \s 10��2 is non-empty with largest element jmax, then

-set I(k) = 1/PACR (jmax),

	otherwise

-set I(k) = the initial value for the allowed cell rate.

–	if the set of indices j of backward RM cells such that ta (k) - �\SYMBOL 116 \f "Symbol" \s 10��2 < tb (j) �\SYMBOL 163 \f "Symbol" \s 10�� ta (k) - �\SYMBOL 116 \f "Symbol" \s 10��3 is non-empty, then

-set I(k) = min ( I (k) , 1 / PACRmax ), where PACRmax is the largest explicit cell rate PACR(j) for j in the set.

–	I(k) = max(1/PCR, min(1/MCR, I(k))).

The following text motivates the above algorithm. The rate change induced by a backward RM cell departing from the interface (on the backward connection) at time tb can be observed on the forward connection at some later time ta such that �\EMBED Equation.2 ���.

If a cell arrives on the forward connection at time ta, one can conclude the following :

a)	The rate change due to a backward cells that passed at times tb such that �\EMBED Equation.2 ��� will have taken place at the interface by time ta (first bullet item above). If there are such RM cells, one takes the most recent one with the index jmax and uses the Potential Allowed cell rate (PACR) determined by this cell as the rate to be controlled.

b)	If no such backward RM cells are present, the initial value for the allowed cell rate is used as the rate to be controlled.

c)	Backward RM cells that passed at times tb such that �\EMBED Equation.2 ��� may also have an impact on the rate at time ta. To be on the safe side, one takes the maximum of these rates. Then one takes the maximum of this rate and the rate derived from part a) above as the rate to be controlled (second bullet item above).



X – Vocabulary

The following are new definitions to be added to I.113 that stem from the Revision of I.371.

ATM layer transfer capability (ATC)

An ATM layer transfer capability is a set of ATM layer control procedures, tailored to support a type of traffic within given characteristics, that allows efficient use of network resources.

cell conformance

The state of a cell arriving at a point in the network with an arrival time that falls within a time window derivable from a specified algorithm.

cell delay variation (CDV)

The variation in cell transfer delay between two given points of an ATM layer connection.

cell entry event

Occurs when the last bit of an ATM cell has completed transmission across an MP along a connection.

cell exit event

Occurs when the first bit of an ATM cell has completed transmission across an MP along a connection.

congestion notification

A NE function initiated upon the occurrence of a congested condition to identify and convey the condition in either one or both directions along a connection.

fast resource management (FRM)

Resource management functions that operate in the time scale of the round-trip propagation delay of an ATM connection.

intrinsic burst tolerance (IBT)

IBT is a traffic parameter for use within the source traffic descriptor for VBR traffic which characterises the maximum burst duration at a specified peak cell rate.

peak cell rate (PCR)

The peak cell rate in the source traffic descriptor specifies an upper bound on the rate at which traffic can be submitted on an ATM connection.

peak emission interval (PEI)

The peak emission interval of an ATM connection is the interval between cell emmissions at the peak cell rate (i.e. the inverse of the peak cell rate).

resource management (RM)

Resource management is the allocation and control of resources (e.g. bandwidth, buffers) among connections within a network element, across network elements within a given network, and between networks.

selective cell discard

When cells are to be discarded, a NE may select cells to be discarded with a preference for cells with given characteristics (e.g. CLP=1).

sustainable cell rate (SCR)

SCR characterizes an upper bound on a long term average cell transfer rate of an ATM connection.

traffic parameter

A specification of a particular traffic attribute of an ATM connection.

traffic shaping

A process for altering the pattern of an ATM stream of cells on a VPC or a VCC to achieve desired modification of traffic characteristics.

� Parameters such as CER and CMR are assumed to be indifferent to the selected ATC.
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